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INTRODUCTION

We live in an age of innovation.
Capturing returns from innovation can be a key
source of investment performance. Disruption
matters. Here, we lay out a rigorous, repeatable
approach to analyzing it. Since technology-driven
innovation is a key driver of profits growth across
the economy, the approach applies broadly.
Innovation is constant. It propels economic
growth generates returns on capital. The job of
investment management is to capture and
compound those returns for clients. A case for
active management, and for disruption research,
lies in the diﬃculty of doing so through passive
investing. Innovation requires that we shine the
spotlight on future success, not past.

Understanding and predicting future innovation is
what this white paper is about. We acknowledge
that this is a big challenge. Uncertainty shrouds
innovation, perhaps more so than any other
investing dynamic. In that challenge lies
opportunity. To capitalize on it, we detail what we
believe is a repeatable approach to innovation, one
that is rooted in evolutionary thinking. This
thinking requires a big of a mind-shift from the
economics framework most of us are used to. To
potentially discover new things, we think it’s worth
it, and even necessary, to explore thinking in new
ways,
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THE PROBLEM OF INNOVATION

The problem of Innovation is that it’s tough to
predict, but in a diﬀerent way than other economic
dynamics. For this reason, it has more in common
with biology than both the hard sciences and
economics.
Economics and physics both share the same “hard
law” framework for prediction. That is because
modern econ was modeled after an “equilibrium
system” based on the equations of
thermodynamics.
In physics, foresight is “easy” because the
probabilities are known. Predicting the future is
possible because there are laws that determine
outcomes. We don’t necessarily know exactly
what will happen because there is randomness.
However, we do know exactly what may happen.
Biologist Stuart Kauﬀman calls this spectrum of
possibilities the “phase space”.
Economics staked out a home territory in the
world of physics. In that territory, the economy
consumes resources productively. It grows as the
resources — capital and labor — grow. The laws
of economics further explain how capital and labor
get used by firms, and how that aﬀects their
productivity and the distribution of profits. The socalled “Porter Model” (henceforth “Porter”),
perhaps the most widely used conceptual model in
earnings prediction, is an outgrowth of these
economic laws. It is the “engineering” to
economics’ “physics”.
The physics-like nature of economics extends to
its treatment of innovation.
Instead of a driving force, innovation is seen as a
“residual” factor. In regressions of economic
growth on the factors of production, economists
use a residual to capture the growth that the two
production factors don’t. Economists call this
residual the “rate of technological change”. They
assume the mean of the rate of observed
technological change is constant over time, with a
fixed probability distribution. All of this is
expressed in a set of equations that yield the
“equilibrium” rate of growth, or the “trend growth”,
of the economy. The equations describe a world

where technological change forms part of known
phase space.
Economics has not arrived at a convincing “theory
of innovation”. The field of “growth” economics
has attempted to better model returns from
learning (i.e. human capital) and R&D. Still, in each
case, the discipline is rooted in the need for a
known phase space (i.e. the economy’s knowable
“capacity” for learning) to make the math
tractable.
The alternative is to take innovation outside the
territory of economics, and into that of evolution.
In evolution, the phase space is itself altered by
the appearance of novelty. Each new adaptation
changes the set of possible outcomes by enabling
still more adaptations, and in the process altering
the landscape. Ecosystems constantly re-create
their phase states. There are no laws that govern
this process. As Kauﬀman argues, no one could
have predicted “rabbits”, even with complete
knowledge about the workings of the first cellular
organisms. Rabbits emerged. They were enabled
by millions of preceding adaptations. Of course,
this process need not proceed at a constant or
predictable pace. During the Cambrian explosion,
we saw more new species appear in a few million
years than did in the preceding half-billion.
Substitute “innovation” for “adaptation”;
“economy” for “landscape”; “firm” for “species”;
and rate of speciation to rate of technological
change; and the above paragraph still makes
sense. That is because technology and, more
broadly, innovation “emerge” from other enabling
technologies and innovations. In the innovation
dynamic, variation occurs, undergoes selection,
and reproduces diﬀerentially. The dynamic is
path-dependent and non-equilibrium. This exactly
describes an evolutionary process, not an
economic one.
Like “rabbits”, no one could have predicted “smart
phones” when mobile phones first appeared.
Smart phones were an innovation that recombined
dozens of prior technologies under a new
organizing principle (i.e. business model) and its
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resulting digital code. The number of consumer
apps that appeared in the few years following the
iPhone dwarfed the entire number of prior
applications.
It happens the emergence of the Internet and
mobile telephony — a virtual Cambrian explosion
— also coincided with a step-down in developed
world economic growth. This runs counter to the
economics idea that the rate of technological
change expands the production frontier. Clearly,
there are no set of equations, or even close
relationships, that govern the outcome of
innovation.
Therefore the problem of innovation is that
predicting it is hard. That is not news. Delving
into the nature of innovation tells us something a
little more useful: predicting innovation is also
relatively hard, compared to just about anything
else research analysts do.

It is harder than using the physics-like Porter
Model to forecast changes in margins and
earnings growth for firms and industries. It is
harder than using other simple models — like
inventory or upgrade cycles — to predict quarterly
earnings. And it is much harder than interpreting
management-speak to gauge their confidence in
the quarter; or influencing a key analyst that is
starting to positive on a stock.
Innovation is an evolutionary process. Should we
therefore give up, and relegate research on it to
“thought pieces” or tech magazine cover stories?
The answer is no. Innovation is a source of
potential research insight and alpha generation.
There are two reasons: first, research need not
depend on accurate predictions of innovation.
Second, the study of evolution and ecosystems
points can help make the path of innovation more
visible.
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INNOVATION’S “GRADIENT ADVANTAGE”

Fortunately, markets do not reward participants for
making predictions. They reward them for
identifying and capitalizing on gradients.
In biology, gradient commonly refers to monotonic
variation in a signal through time and/or space.
This may seem like a prosaic concept, but it is key
to many basic biological functions. A uni-cellular
organism, for instance, survives by swimming
towards a constantly-increasing concentration of
glucose to locate energy. Ants follow the gradient
of a pheromone trail to find a food source. In a
sense, biology uses gradients to make predictions.
It innovates on ways to do this by combining and
re-combing existing adaptations.
Gradients most often refer to the variation in the
concentration of a solution. That analogy is worth
exploring.
Markets are comprised of social groups that have
“solutions” of predictions about the future. A
prediction is basically a meme, or narrative, about
the future. Markets exhibit “meme gradients”
across distance (groups) and time, rewarding
participants who identify meme gradients:
instances where the concentration of a meme is
likely to increase. The width of the gradient drives
the size of the reward. For any given level of
materiality, the less a meme is held, the more a
participant will be rewarded for predicting that it
will become common knowledge.
Analysts, like ants, are gradient-seekers.
In gradient-seeking, the innovation research
search strategy has an advantage.
Analysts tend to stock up on analytical models
that, like Porter's, operate on known phase states.
One reason is most are trained, formally or
informally, in “applied economics” (aka finance and
industrial economics). They involve deductive
thinking, or reasoning from a general theory (i.e.
law) to a specific instance of that theory. The
ubiquity of these models creates a problem: they
are replicable, tend to create similar predictions,
and therefore result in narrow gradients.
In an adaptive market, advantages from replicable
analytical models erode as they succeed and
spread. Porter, one could argue, did his absolute
best to make his “five forces” diagram replicable.

Quant factor models are also replicable and
spread. They stem from the same body of
physics-like theory. Evolution-based models, we
argue, are diﬀerent.
Picture gradients as pheromone trails classified
according to type.
“Physics-like’ trails are more likely to attract ants
quickly. As more ants show up and consume the
food source, the pheromones they deposit reduce
the gradient. This is where most ants spend their
time searching. Therefore, the probability of
consistently encountering a wide gradient is low.
“Evolution-like” pheromone trails get less traﬃc for
any level of gradient. Therefore the probability of
finding a wide one is, arguably, higher as long as
one knows how to look. The analyst does not
need to predict the future innovation. They need to
predict how events in the present or immediate
future will aﬀect the gradient for that innovation.
Tesla stock provides one example. “Tesla is really
a battery company” oﬀers a narrow gradient at this
point. The view is widely held. The same applies
to “Tesla is really a bet on autonomous vehicles”.
The widest recent gradient was, “Tesla may run
out of cash before it reaches the stage at which it
is an autonomous vehicle and battery company”.
At the outset, few believed this to be the case.
The wide gradient persisted even after the firm’s
manufacturing issues manifested. Over a few
quarters, the view eventually became dominant.
Hindsight is twenty-twenty, of course. This is an
example of how gradient-seeking is not quite the
same thing as prediction-making. Often, the
conditions for a wide, and narrowing, gradient are
already in view. Predicting rabbits is hard.
Predicting how the market will react to developing
events, a bit less so. That “bit” is typical of edges
in investing: they don’t make an analyst always or
even typically right, just potentially right more often
than the competition.
We can describe an analyst’s job as searching, as
often as possible, in the space of a widest
possible gradients that they are most confident will
narrow.
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To occupy that quadrant consistently, an analyst
should have a repeatable process for not only
identifying gradients but also making observations
about the visibility of innovation. That repeatability
implies having a model, one that points towards
opportunity across a variety of circumstances.
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TRADITIONAL INNOVATION FRAMEWORKS

Innovation does have models. Some arise from
economics, and others from softer sciences as well
as less-formal heuristics.
Rogers introduced the “diﬀusion of innovations”
theory in 1962, and his work is still influential today.
This theory will be familiar to practically any
entrepreneur looking to get their new product to
market. It describes how innovations spread from
innovators to early adopters to laggards. A logistic
curve (so-called “S-curve”) function can be used to
predict the penetration of the product as it gains
traction, accelerates and then eventually matures.
Rogers’ perspective is that of sociology rather than
economics. He is primarily concerned with how
diﬀerent groups in society respond to innovation, and
how their shared beliefs drive that response. As is
the case with much innovation research, Roger’s
work is innovation-specific. That is, it is really a
theory of how a single innovation diﬀuses once
created, not an overall theory of innovation creation
and diﬀusion.
Probably the most popular micro innovation model
over the past two decades has been Clay
Christensen’s. “The innovator’s dilemma” is that, to
respond to the latest innovation, an innovator must
take steps that erode the value of the previous one
— the one that resulted in their own success. Rather
than retool a factory or lose an installed base, the
incumbent decides to keep harvesting profits from
“sustaining” (i.e. incremental) innovation. The
reluctance to abandon fixed assets (tangible or
intangible) leads to the incumbent’s eventual demise.
Christensen does tip his hat to evolution, but his
model is more at home in physics. As a business
school professor (and former BCG consultant), he
comes from a tradition of applied economics. It
shows through in the degree of predictive certainty,
as well as the presence of rigid, simplifying
assumptions. Christensen’s is the world of a known
phase space.

The model was published in 1997, and it gained in
influence for fifteen years before critics began
pointing out that Christensen's case studies were
flawed and predictions inaccurate. As we will argue
later, the critique centered around his sweeping
conclusions and lack of rigor. What remains
relatively unscathed is a single possible dynamic:
one where incumbents lose by refusing to take the
pain implied by self-disruption. The diﬀerence
between a “law” and a “dynamic” is important, and
we will come back to it.
Beyond Christensen, physics-like models
successfully capture other dynamics. A broad set
explains “increasing returns to scale”, or why big
firms get bigger and more dominant. These include
network eﬀects, learning curves, product
diﬀerentiation and others. The dynamics are robust.
What is less helpful is applying with them an overarching physics-like framework. This framework
strands us in “prisms” that attempt to explain the
world in a deterministic way, when innovation (as we
discussed above) is instead emergent.
The most common innovation model is a simple
heuristic, one that commonly operates at the level of
intuition. We all observe progress in innovation that
involves new, and diﬀerent, technologies: AI,
blockchain, cloud, the Internet, CRISPR. The human
tendency is to weave an informal narrative out of
their potential trajectory: the trend. When a new
trend appears, analysts tend to attempt to fit its
narrative into their physics-like framework. How big
is the total addressable market? What’s the rate of
penetration? What metrics should we use to track
and value it? Again, the issue isn’t the predictive
value of that framework for any one trend. Instead,
it’s whether analysts will find themselves in the upper
right quadrant of the gradient matrix, consistently, by
engaging in it.
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THE EVOLUTIONARY MODEL OF INNOVATION

To better model innovation, it helps to
place it within an evolutionary context.
The advantage is freedom from
entangling assumptions and
determinism. Biology is sparse on these,
perhaps because it grew up with no laws,
the poor cousin to the “harder” sciences.
Biologists had to make do with whatever
dynamics they could scratch from the
complex behavior they observed.
Evolution relied on just three: variation,
heritability and selection. From those
arose the complexity of life, what Darwin
called, “endless forms, most beautiful.”
To evolution, we add the concept of
ecological dynamics interacting across
diﬀerent scales and rates of change,
some predictable (such as the steady
rate of population growth of insects), and
some emergent. Forest ecologist C. S.
Holling came up with a predictive theory
of forest ecosystem life-cycles based on
this interaction, one he called “panarchy”.
Variation (innovation) occurs at the birth
of a new forest, with species more-orless equally distributed, and then
collapses towards maturity as a few
species come to dominate, rendering the
ecosystem fragile (non-resilient) and
eventually leading to its demise and
eventual rebirth, via variation. What’s
important in Holling’s work is his openminded approach to observing
disparate dynamics, and his ability to
ask questions about how those
dynamics can lead to abrupt changes
in behavior at the forest level. The
parallels with disruption are clear, and it
leads to an understanding of how
innovation research can be more
“ecology-like”, and less “physics-like”.

“

Brian Arthur’s work, which we drew upon
in our ESG white paper, combines
aspects of both evolutionary and
ecological dynamics. He eﬀectively
separated out the dynamics he observed
into diﬀerent groups, and it the process
made the nature of each clearer, and
more helpful:

Variation. Innovation occurs through
scientific discovery that leads to new
technology, and also through the
constant combination and recombination of existing technology. The
scientific discovery process is quite slow,
and it tends to produce innovation whose
initial use is quite narrow (i.e. it solves a
single specific, pressing problem early
on). As technology matures, it becomes
more modular and easier to combine and
re-combine with other technologies. As
modularity increases, the pace of
variation involving that technology
accelerates. Arthur also describes an
additional, slower process of innovation,
that of non-physical technology like new
business models. These combine with
physical technology to allow new
problems to be solved.
Heritability. Implied in Arthur’s work is
the notion that technology is itself
“heritable”. That is, it is capable of
“making copies of itself”. This seems a
strange concept, but in a sense, firms
exist to reproduce technology, making
copies of successful components
(“DNA”) as they embed them in products
and services. Mobile phones, for
instance, have, in their “genome”, the
code of thousands of prior inventions.
Holling’s work has implications for how
heritability occurs: i.e., whether dominant
firms make copies of innovations at a
faster rate than start-ups (the opposite of
disruption), and what happens to the
overall behavior of the ecosystem when
they do. Christensen’t theory of
disruption is really a description of a
single heritability dynamic, one in which a
dominant firm is slow to reproduce
innovation.
Selection. Technology is “selected for”
by firms’ need to solve problems in order
to find new profit sources. The
“landscape” poses a stream of new
problems, or pain points, constantly. A
“use case” for a technology represents
the solution to a problem. Creation of
new problems occurs through a fast
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process (problems created by recent
innovations, or whose solution is enabled
by recent innovations), and through a
slow ones (problems created by changing
societal values and/or structural changes
like demographics). Sometimes the
“next” problem is readily evident as it is
adjacent to a current one.
The evolutionary approach teaches us
there are three main dynamics at work,
broken up into their own fast and slow
processes. An understanding of
innovation comes from identifying what
specific dynamics are at work in
producing it, and how these interact.
A “trend” doesn’t do that.

14 Page, p. 157.

The trend of “AI” is a good example. It is
unclear what dynamic the trend is
referring to: In variation, the slow process
of improvement in unsupervised learning
techniques, or the fast process of
combining machine learning with other
technology, like larger cloud-based data
sets? In heritability, the ability of
dominant firms to reproduce products
and services that contain AI, or the
appearance of start-ups that create new
business models around the technology?
Lastly, in selection, at what point does
the slow change in societal values create
the need for more data privacy and
individual agency? How do Millennial
attitudes towards technology aﬀect the
need for AI-based advice in areas like
financial services?
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TOWARDS A REPEATABLE PROCESS

It is possible to disaggregate and
observe those AI-related dynamics, and
to categorize their interaction and rate of
change. We not in a physics-like world.
Innovations are still emergent, and
prediction is hard. So what is the point of
having evolution-based innovation
models?
The answer is that those models improve
our understanding of the phase space.
We cannot see all the future possibilities,
but we can see some trajectories more
clearly. In some cases, what will likely

happen next can come into view; in
others what won’t happen in the future
becomes more visible.
A little better visibility to an emergent
future can unearth potential returns. That
is because of the gradient. Analysts who
gravitate towards “physics-like”
pheromone gradients increase their
possibility of finding wide gradients using
“evolution-like” approaches. The key is
to make that process repeatable,
allowing analysts to inhabit that upper
right quadrant as often as possible.

Wide
Gradient
Width
Narrow
Low

High
Gradient
Visibility

What falls out of the evolutionary model
is a “location-based” research process
design: not location as in geography, but
instead location in the space of
evolutionary dynamics.
The core principle is that an analyst
should know what kind of dynamic they
are predicting, and therefore how it might
behave going forward. This involves
separating out observations into the
categories we detailed above, and
tagging them as “fast” or “slow”.

A change in a structural dynamic, like
demographics, can create a problem
solved by a new type of business model,
enabled by a combination of new
technologies, all of which come into view
because one firm, or an ecosystem of
firms, is already working on an adjacent
problem in a similar way. This yields a
prediction that some of those firms will
“repurpose” the solution (use case) to
this problem. The market is not seeing
that possibility, and this leads to an
identified gradient and the visibility on its
narrowing.

Page 11 of 14

Alderan Capital

Selection
Societal Structural Changes

Societal Memes/Values

Variation
New Business Models, Use Cases

Technological Innovation

Heritability

Ecosystems

Firms

Page 12 of 14

Alderan Capital
A HEALTHCARE INNOVATION EXAMPLE

We next move to a case study of how
one might use the evolution-based
research framework: that of healthcare
data. The example is meant for
example, and not as any kind of
prediction or implied investment advice.
The healthcare system is behind other
industries in moving data to the cloud.
Across hospitals and doctor’s oﬃces
belonging to healthcare networks,
patient data resides on premises (“onprem”). Each on-prem database
implementation is unique, and therefore
it is diﬃcult to arrive at a standard that
makes the systems interoperate.
Patient data is silo’d, and it is diﬃcult for
a patient to collect their data into a
lifetime health record to drive
preventative care through data. There
is an opportunity for innovation to solve
the problem. How might a solution
unfold?
At the selection layer, we see that
societal values are changing such that
privacy and individual data rights are
gaining in importance. At the same
time, there is a structural societal shift
as healthcare costs are driving
employers to seek new insurance and
health provider models. At the variation
layer, it is already possible to combine
blockchain-based healthcare records,
pharmacogenomics, digital health
sensors, AI-based advice, and other
technologies to enable a new business
model.
What is missing is progress at the
heritability layer. We track firm specific
and ecosystem dynamics to determine
the possibility that one large insurer or
provider network “flips” to a disruptive
new model. What we observe is that
Microsoft and Google have both taken
stabs at patient health records before,
but that was pre-blockchain. Microsoft
is investing in blockchain identity, a precursor to blockchain personal records.
Amazon is also investing, and has
announced a partnership with JP

Morgan and Berkshire Hathaway to
tackle rising healthcare costs. Walmart
has also been active in exploring new
models. Apple is looking to make its
watch the backbone of an ecosystem of
digital health apps, and to improve on its
sensor technologies so as to measure
blood glucose. Any one of these large
companies could be close to catalyzing
innovation around patient health
records.
Probably the widest gradient exists in
the case of Microsoft. Their work on
blockchain identity is not well
understood, and its role in collecting
both health and financial data could
catalyze new businesses for the
company and its ecosystem. Free data
sharing is relatively less disruptive to
Microsoft itself than it is to Google and
Facebook, whose business models are
built entirely around monetizing their
user’s data.
With that possible “phase state” in view,
an analyst could track Microsoft’s
announcements to determine if the
company is getting closer to launching
such an initiative. Even after it were
announced, the analyst would have a
better sense of the implications of the
announcement than competitor
analysts.
The purpose of the example, again, is
not to present a thesis about Microsoft.
Rather, we highlight how analysts could
repeatedly use the same process to
track and predict the evolution of
innovation, and determine how it could
aﬀect a stock given the width of its
gradient. It is in that repeatability that a
potential edge lies, and not in any one
forecast.
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CONCLUSION

Innovation is an important source of
economy-wide returns to capital.
Indexes are poor proxies for the
market’s “innovation return”. They are
constructed by looking at firms that had
innovation success in the past, not ones
likely to experience it in the future.
Investors looking to capture innovation
returns need to shine a light forward,
towards the future.
Unfortunately, predicting innovation is
hard. The nature of innovation has more
in common with evolution than physics.
The dynamics does not lend itself to

prediction based directly or indirectly on
deterministic models, ones like Porter.
Fortunately, this also means that
analysts pay less attention to evolutionrelated gradients — diﬀerences between
what might happen and what the market
thinks will happen. As a result, a
repeatable process for tracking,
understanding and predicting innovation
could yield an important edge. Such a
process can be based on
disaggregating the component
dynamics of innovation, and
understanding their interaction and rate
of change.
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